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1. Purpose
This document serves to identify critical opportunities, challenges and risks to the DIAMOND program, while making recommendations regarding positive solutions and risk alleviation. We address only those items that we believe may not be receiving adequate attention elsewhere.
2. Opportunities and Challenges - Summary
2.1 Role in an Expanded Enterprise Landscape
As the Source-to-Market project takes form, numerous areas of overlap and potential synergy make themselves evident. It is important to formally assess
 where existing investment in DIAMOND can be cost effectively leveraged for supporting the business requirements being defined within STM. Some immediately obvious opportunities include:
a) ODS
 to support STM
Currently, a separate ODS is being planned to support near real time reporting requirements. It is anticipated that a TIBCO EMS bus will be employed to achieve the real time data transfer to load a new ODS that will feed the low latency reporting infrastructure. 

Inherent in this approach is the assumption that DIAMOND is limited to being a batch centric, high latency structure and that new structures are necessary for convergence on real-time delivery. This is an incorrect assumption. It is also an assumption that leads Freescale down the path of premature retirement of DIAMOND.
DIAMOND can easily meet the latency requirements currently being discussed without the substantial incremental investment in new infrastructure necessitated by the ODS. The data required for the near real time reports is already housed in SPROMIS and SGENESIS within the DIAMOND database and the data movement infrastructure is easily incrementally modified to change latency of high priority data.  

b) Lot Genealogy
The currently available Lot Genealogy is business / finance centric. There is real value in broadening its definition to one that is also manufacturing centric. Currently, there is discussion regarding achieving this manufacturing centric view via the STM project (the Lot Master sub project).  Even if Lot Master is eventually housed in SAP or the EDW, manufacturing subcomponents necessary for building this master can be delivered cost effectively out of DIAMOND without an intermediary ODS layer.  
2.2 Proliferation of Usage
Actual usage of DIAMOND is unclear at present. Our qualitative assessment, based on the number of hits on the database, of issues raised regarding data quality, of questions asked regarding the data, is that usage is limited. Expanding usage as value added test and metrology data become available should be a primary objective through the end of the year. 

A primary mechanism for this, over and above the evangelism that you are already engaged in, is a planned, consolidated multi-pronged approach for data delivery and access that is outlined next.

2.3 Data Delivery Mechanisms 
There are several mechanisms by which DIAMOND data may and should be accessed – via views, collections, Brio reports/ portal, SAS and via other existing systems (dP, EDAS, EDS scripts etc). The success of DIAMOND rests on:

a) There being a comprehensive assessment of user (both people and applications) types and the delivery mechanisms that best meet their needs;

b) Formal guidelines by which every new requirement is accompanied by a user constituency that then dictates the access and delivery mechanism;

c) A comprehensive strategy and release plan for how each of these mechanisms will be supported;

d) An open system philosophy on part of AIM wherein the focus is on making data available rather than on narrowing and tightly controlling the channels of data delivery.

Our recommendations are outlined in the next section.
2.4 Responsiveness and Process

A key aspect of DIAMOND needs to be responsiveness to user needs, whether in the form of fixes to currently available data or to new requests. The current team structure and processes (or lack thereof) are more a hindrance than enablers to this eventual goal. 

3. Recommendations
3.1 Formal collaboration between DIAMOND and STM

Some of the initial development deliverables of the STM initiative involve replicating some DIAMOND functionality. The primary difference appears to be in latency requirements related to a few data entities within PROMIS and GENESIS. Some thoughts related to this are:
· True latency requirements need to be assessed by source and data type. The analysis so far seems to be high level. What is unclear are sample queries or data requests with specific data points required that are driving the need for reduced latency.  Furthermore, no investigation of the source data has occurred to validate that the data points needed in real time will contain the information required to support the active queries. 
· Committing to a real-time infrastructure is an expensive proposition as it also necessitates a high availability infrastructure such as a replicated data pipelines and possibly databases, ETL infrastructure and reporting systems. This makes a critical assessment of low latency requirements even more essential. 

· DIAMOND has already solved many of the issues involved in integrating MES data. Furthermore, the data movement infrastructure for AIM is generic (listeners, extractors), so designed specifically to allow re-use by other systems with minimal updates. It is fiscally prudent to therefore, assess DIAMOND for these new uses.
A Possible Solution – Use a modified version of the DIAMOND Staging Area as the STM ODS

The DIAMOND Staging area has all of the MES data in an easy flattened format to enable quick extraction and load. Reducing the latency into staging as required by STM will enable it to function as the STM ODS. 
By way of example - One of primary data points required real-time by the STM initiative is ACTL data. The current infrastructure that integrates with the Tlog listener assigns equal priority to all PROMIS DB transactions (such as ACTL, HIST, EQPS, etc) arriving via the TLog listener (FIFO). Assigning higher priority to the low-latency data types (such as ACTL which is what would be needed for STM) will allow those specific transactions to be staged sooner than the rest thereby reducing their latency . Additionally if FSL is embarking on an initiative to improve latency of data availability via the use of a messaging technology (TIBCO), we recommend that the technology be used to replace DIAMOND’s data transfer mechanism. Our generic infrastructure can be updated to integrate to a message bus and reduce the dependency on batch processes. Carte Solutions has had prior experience in delivering real time semi-conductor manufacturing data to end users available via a message bus. 
Another area where the AIM infrastructure can be reused to support new STM requirements is the development of Lot Master/Lot Genealogy.  Most of the data required for Lot Master/Lot Genealogy is already present in DIAMOND. The AIM team can release a prototype of Lot Genealogy within 12 weeks using the existing WIP data with additional SubCon data. 
These are just some of the areas where DIAMOND can be leveraged. A formal and collaborative assessment will contribute positively – both in terms of time already spent and budget already expended.  
3.2 Usage; Data Delivery and Data Access Strategy

Expanding the usage of DIAMOND requires ongoing evangelism, ongoing requirements gathering, as well as a means by which data is made readily available in the right form, via the right mechanism to the intended user.   

Evangelism and high level requirements gathering is something that has already been spearheaded by you and continues to receive great support from the user community.  Here we focus on the delivery and access mechanisms.  
3.2.1
Developing a Usage Profile:
In most organizations information consumers perform in different roles, have different skills and different expectations with respect to how they want their data to be delivered or how they want to access it. Understanding this is critical to ensuring long term user enthusiasm for the data warehouse. The Vital Methodology types users as follows:
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DIAMOND’s charter requires almost all these user types to be supported.  Understanding the Freescale typology requires additional effort and is not feasible with this writer’s currently restricted view. However, some initial thoughts are as follows.
· The EDS organization has traditionally combined a number of these roles. They build custom solutions, they hunt for new uses of data, they mine existing data, and they are analysts. If this is to be their ongoing role, then their formal access to the system and their current non-inclusion in the DIAMOND PVC organization needs to be revisited. If on the other hand, it is intended that some of these roles are to be transitioned rightfully to end users who thus far could not perform the roles because of data access issues, then this must also be formally structured.

· Hunters are the most creative users of data. They examine data and try and find new uses and applications for them. They are critical to defining new requirements for DIAMOND and finding new value in DIAMOND. Again, the EDS group is the closest we have to this. However, even Skip has indicated that resources need to be dedicated to this role to ensure ongoing value generation by DIAMOND.

· The DIAMOND PVC organization currently is playing the role of a ‘provider’ – developing queries and providing data. There must be recognition that this is a small part of the entire usage landscape. Either the team’s role should expand to developing a strategy and tactics for all usage scenarios or they should, as providers, serve under a group/ individual that addresses other usage needs. 

3.2.2 Defining Multiple Data Delivery Mechanisms

As already outlined, many mechanisms are available to DIAMOND. Briefly:
	Delivery/ Access Method
	Best Suited for

	Direct access to Base Tables
	Best suited for hunters and miners (a small group)

	Collections
	Best suited for planners, forecasters and analysts who have a predictable universe of data, in predictable form that they need to go against (usually a larger number)

	Views
	A single view is a highly tuned equivalent of a canned report. It is best suited for an end user with a very specific reporting need – trackers and clerks (usually the largest population)

	Hyperion Reports/ Portal
	Same as Views

	Existing Analytical systems (dP, EDAS, EDS team extracts)

	
Wide range of users. Easy adoption by the existing consumers of data


3.2.3 Comprehensive Strategy By Delivery Mechanism

It is important, that as new requirements are generated, they be accompanied by the usage constituency, their likely usage profile and a mapping to the best access method. There is continuing (and non-collaborative) debate on this issue and formal guidelines by which the best access/ delivery method is determined will be beneficial to the process.  

In addition, we need a comprehensive strategy and release plan for how each of these mechanisms will be supported. Some suggestions are made below.

A. 
Access to the Base Model 

In any organization, certain power users (hunters/ miners) desire access to the base data. This is particularly prevalent at Freescale as this group of power users also plays other roles (including that of builder, provider and mentor). It is more than likely that this will continue. Therefore, DIAMOND should find a way to support this effectively.

Currently, some of these users are provided access only via specific views – which are nothing but canned reports. Further the views are inflexible and trying to create analytical systems using views is not possible due to performance degradations (Tuned views have historically been unsuccessful while joined with another tuned views). As a result, this in no way meets their needs. 

One of arguments been promoted thus far for this approach is that the model is too complex and that therefore, all data delivery needs to go through the one or two people who “know” the model. Well, DIAMOND is as good as dead if the model is too complex for even power users to understand. We believe this is not the case. We agree that there may be a learning curve, but more people need to be corralled into that process and they need to be given access to promote new and value added uses and build enthusiasm for the solutions.

B.
Collections
One of the primary issues that arise with respect to collection development is the technology choice for collections (SAS, Datastage or Teradata SQL). It is reasonably easy for the architecture group to define guidelines for when any of these technologies maybe best employed, rather than having ongoing debate on the issue.

For example, it is possible to create collections during base table load. In this case, leveraging DataStage maybe the most cost effective and time efficient strategy. In other cases, a collection maybe needed post load and may have complex statistical computations. In such a case SAS maybe the best technology.

From a process perspective, some thoughts are outlined below: 

WIP


The experience with MID collections development has been difficult. Absence of requirements has already been identified as a major contributor. Another less visible contributor has been the absence of appropriate testing infrastructure (made more necessary as there are differences between MID and these new collections that make comparisons difficult). 

Development of non-MID collections on the other hand has been smoother and more successful thus far. This has primarily been because requirements are well specified and there is no effort being made to reengineer existing code. 

Some recommendations on a valid approach (these have been made in the past as well):
· Assign a specific SME to a collection. Ensure that the SME is engaged only in requirements gathering and testing and is not allocated to other time consuming development tasks. Ensure that the SME must be available to the developer at least 2 hours a day. 
· Have SME complete new collection requirements template 
· Set up of a testing infrastructure & process instead of using MID due to logic differences in the data (for MID-like collections)

· SME to do iterative testing (vs. the developer). 
MEAS 

For MEAS,  SAS is being used to develop simple statistical summary collections.   We believe that the MEAS collections can be categorized as (1) those that can be loaded during base load, (2) collections loaded using a post process. We recommend the use of Datastage for category 1 and SAS for category 2. Most collections in category 2 are correlations and require statistical calculations for which SAS is also a better fit. 
Much of the collections requirements have thus far been driven by assumptions based on past experiences with the data available via dP, Omni and other disjointed analytical databases. However, with comprehensive & consolidated data available in DIAMOND, we predict more complex and interesting data usage scenarios are possible and will be eventually uncovered. Hastening the process will require hands-on workshops and interactive sessions with the user community. We can provide assistance in setting up and running such workshops.  
C. Existing Analytical systems (dP, EDAS, EDS team extracts etc):

Providing DIAMOND data via facilities that the current users are already comfortable with provides a great opportunity to engage users with little additional effort and training. In this context, DIAMOND is a data factory that delivers data in familiar formats, when needed.

A generic data bridge is already being built to load FT data into dP for Release 6. This generic data bridge can be expanded to support additional downstream systems. The final objective would be to have a parameter driven extract facility that end users can leverage to demand data from DIAMOND in forms that they need. This could also feed the needs of power users. 

3.3

Responsiveness
DIAMOND’s success is dependent on an open system philosophy on part of AIM wherein the focus is on making data available rather than on narrowing and tightly controlling the channels of data delivery. The collective perception of the DIAMOND organization – influenced by each of its interactions with external organizations - sets the brand for DIAMOND. This “cultural” facet needs to be engrained in day-to-day processes and the policies of the entire DIAMOND organization.
In addition, as already pointed out, the DIAMOND PVC organization should view its role more broadly (beyond that of a provider) as that of a facilitator for innumerable usage contexts and mechanisms. Some of the processes, structures and guidelines outline above would all contribute to allowing them to be more responsive. 
3.4

Database Space Management
Currently, the DIAMOND database is space constrained due to high volume of measurement data and the requirement to maintain multiple months of data online. It is expected that the current space will run out in 16 weeks based on the current load statistics. One of the options being considered is increasing disk storage on Teradata and thereby supplementing it with additional nodes for processing. We believe this option is very expensive and more prudent approaches must be investigated. 

1) Employing the compression utility and realizing the benefits. Our prior experience indicates that substantial space can be released by using this TD facility

2) Having an archive and restore utility (by Lot ID) with response times of less than  3 mins to load online

3) Removing all replication tables in the system

4) Having a more consistent space management strategy on Teradata (purging process by data type

� At present, the DIAMOND team, in particular those responsible and most intimately familiar with the capabilities of the infrastructure that Freescale has spent substantial sums on, have not been included in practical assessments of what can or cannot be leveraged from this existing investment.


� We do not have visibility to know whether non-manufacturing sources will also be consolidated into this ODS. Even if so, it is feasible to assess overlap of manufacturing data and its uses between the ODS and DIAMOND.  
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